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Figure 3.2 The histogram of the length-normalised scores for all the se-
quences. CpG islands are shown with dark grey and non-CpG with light
grey.
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Figure 3.3 An HMM for CpG islands. In addition to the transitions shown,
there is also a complete set of transitions within each set, as in the earlier
simple Markov chains.

expect CpG islands to stand out with positive values. However, this is somewhat
unsatisfactory if we believe that in fact CpG islands have sharp boundaries, and
are of variable length. Why use a window size of 100? A more satisfactory ap-
proach is to build a single model for the entire sequence that incorporates both
Markov chains.

To simulate in one model the ‘islands’ in a ‘sea’ of non-island genomic se-
quence, we want to have both the Markov chains of the last section present in the
same model, with a small probability of switching from one chain to the other
at each transition point. However, this introduces the complication that we now
have two states corresponding to each nucleotide symbol. We resolve this by re-
labelling the states. We now have A+, C+, G+ and T+ which emit A, C, G and T
respectively in CpG island regions, and A−, C−, G− and T− correspondingly in
non-island regions; see Figure 3.3.



Aligning and Modeling Genomes

§ Sequence Alignment 
– Local/global alignment: infer nucleotide-level evolutionary events
– Database search: scan for regions that may have common ancestry 

§ Multiple Sequence Alignment
– Motif detection: find a recurring pattern
– Sequence family: define a profile for a family of sequences

Apply these ideas to model DNA sequences
…GTACTCACCGGGTTACAGGATTATGGGTTACAGGTAACCGTT… 



We have a new sequence of DNA, now what? 

§ Align it
– with things we know about (database search) 
– with unknown things (assemble/clustering) 

§ Visualize it 
– Non-standard nucleotide composition? 
– Interesting k-mer frequencies? 
– Recurrent patterns? 

§ Model it 
– Make some hypotheses about it 
– Build a ‘generative model’ to describe it 
– Find sequences of similar type



How do we label big unlabelled chunks of DNA?

§ Ability to emit DNA sequences of a certain type
– Not exact alignment to previously known gene 
– Preserving ‘properties’ of type, not identical sequence 

§ Ability to recognize DNA sequences of a certain type (state) 
– What (hidden) state is most likely to have generated observations 
– Find set of states and transitions that generated a long sequence 

§ Ability to learn distinguishing characteristics of each state 
– Training our generative models on large datasets 
– Learn to classify unlabelled data 
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Figure 7.1: Modeling biological sequences

• Learn (train) large datasets and apply to both previously labeled data (supervised learning) and
unlabeled data (unsupervised learning).

In this lecture we discuss algorithms for emission and recognition.

7.2.2 Why probabilistic sequence modeling?

• Biological data is noisy.

• Update previous knowledge about biological sequences.

• Probability provides a calculus for manipulating models.

• Not limited to yes/no answers, can provide degrees of belief.

• Many common computational tools are based on probabilistic models.

• Our tools: Markov Chains and HMM.

7.3 Markov Chains and HMMS: From Example To Formalizing

7.3.1 Motivating Example: Weather Prediction

Weather prediction has always been di�cult, especially when we would like to forecast the weather many
days, weeks or even months later. However, if we only need to predict the weather of the next day, we can
reach decent prediction precision using some quite simple models such as Markov Chain and Hidden Markov
Model by building graphical models in Figure 7.2.

For the Markov Chain model on the left, four kinds of weather (Sun, Rain, Clouds and Snow) can directly
transition from one to the other. This is a “what you see is what you get” in that the next state only depends
on the current state and there is no memory of the previous state. However for HMM on the right, all the
types of weather are modeled as the emission(or outcome) of the hidden seasons (Summer, Fall, Winter
and Spring). The key insight behind is that the hidden states of the world (e.g. season or storm system)
determines emission probabilities while state transitions are governed by a Markov Chain.

7.3.2 Formalizing of Markov Chain and HMMS

To take a closer look at Hidden Markov Model, let’s first define the key parameters in Figure 7.3. Vector x
represents sequence of observations. Vector ⇡ represents the hidden path, which is the sequence of hidden
states. Each entry akl of Transition matrix A denotes the probability of transition from state k to state l.
Each entry ek(xi) of emission vector denotes the probability of observing xi from state k. And finally with
these parameters and Bayes’s rule, we can use p(xi|⇡i = k) to estimate p(⇡i = k|xi).

Markov Chains

AMarkov Chain is given by a finite set of states and transition probabilities between the states. At every time
step, the Markov Chain is in a particular state and undergoes a transition to another state. The probability
of transitioning to each other state depends only on the current state, and in particular is independent of
how the current state was reached. More formally, a Markov Chain is a triplet (Q, p, A) which consists of:
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Why Probabilistic Sequence Modeling? 

§ Biological data is noisy
§ Update previous knowledge about biological sequences. 
§ Not limited to yes/no answers, can provide degrees of belief. 
§ Our tools: 
– Markov Chains and Hidden Markov Models (HMMs) 



Applications of HMMs in Biological Sequence Analysis

§ Gene prediction
§ Pairwise and multiple sequence alignment
§ Building a profile for a sequence family
§ Base-calling 
§ Modeling DNA sequencing errors
§ Protein secondary structure prediction
§ Identifying copy number variants
§ Many others

first-position residue is missing from the query the transition used will be from start
to D1. The end state shown in Figure 6.7A has transitions to it from the three states
associated with the final profile position and does not emit a residue, nor have any
transitions from itself. All paths through the HMM terminate at this state. In the
model shown, any extra residues in the query sequence after the profile will have to
be emitted by the last insert state. Figure 6.7B shows example emission probabili-
ties from the four match states. These sum to 1 for each state, and show that each
alignment position has particular residue preferences. For example, state M1 repre-
sents a highly conserved proline, and M3 a conserved small polar residue. The insert
state emission probabilities are not shown, but would normally be the same for all
insertion states and related to the overall amino acid composition.

All the models considered here represent a profile against which a query sequence
is to be aligned. We must allow for the query sequence to be wholly unrelated to the
profile. In the model discussed so far, such an unrelated sequence would be emitted
by paths that visited many delete and insert states. It should be recalled that only
the sequence emitted by the match states can be regarded as aligned to the profile
HMM, and any residues emitted by insert states are unaligned by definition. In
addition, an unrelated sequence will align to a profile HMM with a very low proba-
bility or log-odds score. As in the case of database searches, unrelated sequences
will usually be identified on these quantitative scores rather than a qualitative
assessment of the alignment itself.

Another possible situation arises if the query sequence is longer than the profile, so
that there are segments of sequence that are unrelated. The initial and final insert
states can represent any unrelated flanking sequences, allowing for a local align-
ment of the query sequence. However, the model of Figure 6.7 is not the full equiv-
alent of Smith–Waterman local alignment (see Section 5.2) because the path taken
through the HMM by the sequence will still include all profile positions. Alignment
of only a part of the profile will involve a path through many delete states, which
will almost certainly occur with very low probability if the model is parameterized
for sequences with the full-length profile. A more realistic local alignment model is
shown in Figure 6.8A. This involves two new silent states that are directly connected
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Figure 6.7
A complete profile HMM model,
with a start and end state and four
match states. The existence of states
I0 and I4 allows the profile to occur
anywhere within a larger sequence.
(A) The organization of the states
and allowed transitions. Note that
each of the transitions in the model
will in general have a different value
for the transition probabilities. One
of the possible paths through the
model is marked by blue transition
arrows, and produces a sequence
that has two or more residues at the
amino terminus, followed by the
profile with no insertions,
immediately followed by the
carboxyl terminus. (B) The emission
probabilities from the four match
states. Ignoring the residues emitted
from state I0, the sequence PATH has
the greatest probability of being
emitted, but many other sequences
are almost as likely to be emitted, for
example, PETS. Note that the
emissions for each state sum to 1.
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Application of Markov Chains: CpG Islands
§ Frequency of CG in genomes is relatively low due to high mutation of methyl-CG to 

methyl-TG (or CA)
– For human genome with 42% GC-content, expected frequency of CG = 4.41% but observed frequency 

is only about 1%! 

§ Methylated CpG residues are often associated with house-keeping genes in the 
promoter and exon regions. 

§ Methylation is often suppressed around genes in areas called CpG islands, where 
CG appears relatively frequently 
– short stretches of the genome, such as around the promoters or ‘start’ regions of many genes. 



Application of Markov Chains: CpG Islands

§ Problem: 
– Given a short stretch of genomic sequence, how would we decide if it comes 

from a CpG island or not? 

§ A model that generates sequences in which the probability of a symbol 
depends on the previous symbol. 
– Classical Markov chain

3.1 Markov chains 49

sequences in which the probability of a symbol depends on the previous symbol.
The simplest such model is a classical Markov chain. We like to show a Markov
chain graphically as a collection of ‘states’, each of which corresponds to a par-
ticular residue, with arrows between the states. A Markov chain for DNA can be
drawn like this:

TA

GC

where we see a state for each of the four letters A, C, G, and T in the DNA alpha-
bet. A probability parameter is associated with each arrow in the figure, which
determines the probability of a certain residue following another residue, or one
state following another state. These probability parameters are called the transi-
tion probabilities, which we will write ast :

ast = P(xi = t |xi−1 = s). (3.1)

For any probabilistic model of sequences we can write the probability of the
sequence as

P(x) = P(xL , xL−1, . . . , x1)

= P(xL |xL−1, . . . , x1)P(xL−1|xL−2, . . . , x1) · · · P(x1)

by applying P(X ,Y ) = P(X |Y )P(Y ) many times. The key property of a Markov
chain is that the probability of each symbol xi depends only on the value of the
preceding symbol xi−1, not on the entire previous sequence, i.e. P(xi |xi−1, . . . , x1)
= P(xi |xi−1) = axi−1xi . The previous equation therefore becomes

P(x) = P(xL |xL−1)P(xL−1|xL−2) · · · P(x2|x1)P(x1)

= P(x1)
L!

i=2

axi−1xi . (3.2)

Although we have derived this equation in the context of CpG islands in DNA
sequences, it is in fact the general equation for the probability of a specific se-
quence from any Markov chain. There is a large literature on Markov chains, see
for example Cox & Miller [1965].

Markov chain 
for DNA

• A state for each of the four letters A,C, 
G, and T in the DNA alphabet 

• Probability parameter associated with 
each arrow denotes the probability of a 
certain residue following another residue 
• transition probabilities 



Application of Markov Chains: CpG Islands

This document is a sample document to test font families and font typefaces.
Input:

• S = {s1, s2, . . . , st}, set of sequences

• k, length of motif

• N , number of iterations

• S = {s1, s2, . . . , st}, k, N

1. Randomly select k-mers in each sequence to form Motifs = {Motif1, . . . ,Motift}

For each k-mer in sremoved, calculate P (k-mer|Profile) p1, p2, ..., pn�k+1, n: length of each sequence

• Column 1: f1,A = 0
5 = 0, f1,G = 5

5 = 1, ...

• Column 2: f2,A = 0
5 = 0, f2,H = 5

5 = 1, ...

• . . .

• Column 15: f15,A = 2
5 = 0.4, f15,C = 1

5 = 0.2, ...

Score Associated with row a and column u will be

x = AATCGTGT is a DNA sequence of length L = 8
xi is the ith symbol in x
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Although we have derived this equation in the context of CpG islands in DNA
sequences, it is in fact the general equation for the probability of a specific se-
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Transition probability
s, t 2 {A, T,G,C}
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sequences in which the probability of a symbol depends on the previous symbol.
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ast = P(xi = t |xi−1 = s). (3.1)

For any probabilistic model of sequences we can write the probability of the
sequence as

P(x) = P(xL , xL−1, . . . , x1)
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by applying P(X ,Y ) = P(X |Y )P(Y ) many times. The key property of a Markov
chain is that the probability of each symbol xi depends only on the value of the
preceding symbol xi−1, not on the entire previous sequence, i.e. P(xi |xi−1, . . . , x1)
= P(xi |xi−1) = axi−1xi . The previous equation therefore becomes

P(x) = P(xL |xL−1)P(xL−1|xL−2) · · · P(x2|x1)P(x1)

= P(x1)
L!

i=2

axi−1xi . (3.2)

Although we have derived this equation in the context of CpG islands in DNA
sequences, it is in fact the general equation for the probability of a specific se-
quence from any Markov chain. There is a large literature on Markov chains, see
for example Cox & Miller [1965].

Probability of the sequence
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= P(xi |xi−1) = axi−1xi . The previous equation therefore becomes

P(x) = P(xL |xL−1)P(xL−1|xL−2) · · · P(x2|x1)P(x1)

= P(x1)
L!

i=2

axi−1xi . (3.2)

Although we have derived this equation in the context of CpG islands in DNA
sequences, it is in fact the general equation for the probability of a specific se-
quence from any Markov chain. There is a large literature on Markov chains, see
for example Cox & Miller [1965].
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sequences in which the probability of a symbol depends on the previous symbol.
The simplest such model is a classical Markov chain. We like to show a Markov
chain graphically as a collection of ‘states’, each of which corresponds to a par-
ticular residue, with arrows between the states. A Markov chain for DNA can be
drawn like this:

TA

GC

where we see a state for each of the four letters A, C, G, and T in the DNA alpha-
bet. A probability parameter is associated with each arrow in the figure, which
determines the probability of a certain residue following another residue, or one
state following another state. These probability parameters are called the transi-
tion probabilities, which we will write ast :

ast = P(xi = t |xi−1 = s). (3.1)

For any probabilistic model of sequences we can write the probability of the
sequence as

P(x) = P(xL , xL−1, . . . , x1)
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This document is a sample document to test font families and font typefaces.
Input:

• S = {s1, s2, . . . , st}, set of sequences

• k, length of motif

• N , number of iterations

• S = {s1, s2, . . . , st}, k, N

1. Randomly select k-mers in each sequence to form Motifs = {Motif1, . . . ,Motift}

For each k-mer in sremoved, calculate P (k-mer|Profile) p1, p2, ..., pn�k+1, n: length of each sequence

• Column 1: f1,A = 0
5 = 0, f1,G = 5

5 = 1, ...

• Column 2: f2,A = 0
5 = 0, f2,H = 5

5 = 1, ...

• . . .

• Column 15: f15,A = 2
5 = 0.4, f15,C = 1

5 = 0.2, ...

Score Associated with row a and column u will be

x = AATCGTGT is a DNA sequence of length L = 8
xi is the ith symbol in x

By applying P (A,B) = P (A|B)P (B) many times

1
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TA

GC

B E

Figure 3.1 Begin and end states can be added to a Markov chain (grey
model) for modelling both ends of a sequence.

Exercise

3.1 The sum of the probabilities of all possible sequences of length L can be
written (using (3.2))

!

{x}
P(x) =

!

x1

!

x2

. . .
!

xL

P(x1)
L"

i=2

axi−1xi .

Show that this is equal to 1.

Modelling the beginning and end of sequences

Notice that as well as specifying the transition probabilities we must also give the
probability P(x1) of starting in a particular state. To avoid the inhomogeneity of
(3.2) introduced by the starting probabilities, it is possible to add an extra begin
state to the model. At the same time we add a letter to the alphabet, which we
will call B. By defining x0 = B the beginning of a sequence is also included in
(3.2), so for instance the probability of the first letter in the sequence is

P(x1 = s) = aBs .

Similarly we can add a symbol E to the end of a sequence to ensure the end is
modelled. Then the probability of ending with residue t is

P(E |xL = t) = atE .

To match the new symbols, we add begin and end states to the DNA model (see
Figure 3.1). In fact, we need not explicitly add any letters to the alphabet, but
instead can treat the two new states as ‘silent’ states that just serve as start and
end points.

Traditionally the end of a sequence is not modelled in Markov chains; it is
assumed that the sequence can end anywhere. The effect of adding an explicit
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Traditionally the end of a sequence is not modelled in Markov chains; it is assumed that the
sequence can end anywhere. The effect of adding an explicit end state is to model a distribution of
lengths of the sequence. This way the model defines a probability distribution over all possible
sequences (of any length). The distribution over lengths decays exponentially.
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sequences in which the probability of a symbol depends on the previous symbol.
The simplest such model is a classical Markov chain. We like to show a Markov
chain graphically as a collection of ‘states’, each of which corresponds to a par-
ticular residue, with arrows between the states. A Markov chain for DNA can be
drawn like this:

TA

GC

where we see a state for each of the four letters A, C, G, and T in the DNA alpha-
bet. A probability parameter is associated with each arrow in the figure, which
determines the probability of a certain residue following another residue, or one
state following another state. These probability parameters are called the transi-
tion probabilities, which we will write ast :

ast = P(xi = t |xi−1 = s). (3.1)

For any probabilistic model of sequences we can write the probability of the
sequence as

P(x) = P(xL , xL−1, . . . , x1)

= P(xL |xL−1, . . . , x1)P(xL−1|xL−2, . . . , x1) · · · P(x1)

by applying P(X ,Y ) = P(X |Y )P(Y ) many times. The key property of a Markov
chain is that the probability of each symbol xi depends only on the value of the
preceding symbol xi−1, not on the entire previous sequence, i.e. P(xi |xi−1, . . . , x1)
= P(xi |xi−1) = axi−1xi . The previous equation therefore becomes

P(x) = P(xL |xL−1)P(xL−1|xL−2) · · · P(x2|x1)P(x1)

= P(x1)
L!

i=2

axi−1xi . (3.2)

Although we have derived this equation in the context of CpG islands in DNA
sequences, it is in fact the general equation for the probability of a specific se-
quence from any Markov chain. There is a large literature on Markov chains, see
for example Cox & Miller [1965].

Training Set: 
• set of DNA sequences with known CpG islands 

Derive two Markov chain models: 
• ‘+’ model: from the CpG islands 
• ‘−’ model: from the remainder of sequence 

Transition probabilities for each model:
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end state is to model a distribution of lengths of the sequence. This way the model
defines a probability distribution over all possible sequences (of any length). The
distribution over lengths decays exponentially; see the exercise below.

Exercises

3.2 Assume that the model has an end state, and that the transition from any
state to the end state has probability τ . Show that the sum of the proba-
bilities (3.2) over all sequences of length L (and properly terminating by
making a transition to the end state) is τ (1− τ )L−1.

3.3 Show that the sum of the probability over all possible sequences of any
length is 1. This proves that the Markov chain really describes a proper
probability distribution over the whole space of sequences. (Hint: Use
the result that, for 0 < x < 1,

!∞
i=0 xi = 1/(1− x).)

Using Markov chains for discrimination

A primary use for equation (3.2) is to calculate the values for a likelihood ratio
test. We illustrate this here using real data for the CpG island example. From a set
of human DNA sequences we extracted a total of 48 putative CpG islands and de-
rived two Markov chain models, one for the regions labelled as CpG islands (the
‘+’ model) and the other from the remainder of the sequence (the ‘−’ model).
The transition probabilities for each model were set using the equation

a+
st = c+

st!
t ′ c

+
st ′

, (3.3)

and its analogue for a−
st , where c+

st is the number of times letter t followed letter
s in the labelled regions. These are the maximum likelihood (ML) estimators for
the transition probabilities, as described in Chapter 1.

(In this case there were almost 60 000 nucleotides, and ML estimators are ade-
quate. If the number of counts of each type had been small, then a Bayesian es-
timation process would have been more appropriate, as discussed in Chapter 11
and below for HMMs.) The resulting tables are

+ A C G T

A 0.180 0.274 0.426 0.120
C 0.171 0.368 0.274 0.188
G 0.161 0.339 0.375 0.125
T 0.079 0.355 0.384 0.182

− A C G T

A 0.300 0.205 0.285 0.210
C 0.322 0.298 0.078 0.302
G 0.248 0.246 0.298 0.208
T 0.177 0.239 0.292 0.292

where the first row in each case contains the frequencies with which an A is
followed by each of the four bases, and so on for the other rows, so each row
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sums to one. These numbers are not the same; for example, G following A is much
more common than T following A. Notice also that the tables are asymmetric. In
both tables the probability for G following C is lower than that for C following G,
although the effect is stronger in the ‘−’ table, as expected.

To use these models for discrimination, we calculate the log-odds ratio

S(x) = log
P(x |model +)
P(x |model −)

=
L!

i=1

log
a+

xi−1xi

a−
xi−1xi

=
L!

i=1

βxi−1xi

where x is the sequence and βxi−1xi are the log likelihood ratios of corresponding
transition probabilities. A table for β is given below in bits:1

β A C G T

A −0.740 0.419 0.580 −0.803
C −0.913 0.302 1.812 −0.685
G −0.624 0.461 0.331 −0.730
T −1.169 0.573 0.393 −0.679

Figure 3.2 shows the distribution of scores, S(x), normalised by dividing by
their length, i.e. as an average number of bits per molecule. If we had not nor-
malised by length, the distribution would have been much more spread out.

We see a reasonable discrimination between regions labelled CpG island and
other regions. The discrimination is not very much influenced by the length nor-
malisation. If we wanted to pursue this further and investigate the cases of mis-
classification, it is worth remembering that the error could either be due to an
inadequate or incorrectly parameterised model, or to mislabelling of the training
data.

3.2 Hidden Markov models

There are a number of extensions to classical Markov chains, which we will come
back to later in the chapter. Here, however, we will proceed immediately to hid-
den Markov models. We will motivate this by turning to the second of the two
questions posed initially for CpG islands: How do we find them in a long unanno-
tated sequence? The Markov chain models that we have just built could be used
for this purpose, by calculating the log-odds score for a window of, say, 100 nu-
cleotides around every nucleotide in the sequence and plotting it. We would then

1 Base 2 logarithms were used, in which case the unit is called a bit. See Chapter 11.
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Figure 3.2 The histogram of the length-normalised scores for all the se-
quences. CpG islands are shown with dark grey and non-CpG with light
grey.

A+
C+ G+

T+

A− C− G−
T−

Figure 3.3 An HMM for CpG islands. In addition to the transitions shown,
there is also a complete set of transitions within each set, as in the earlier
simple Markov chains.

expect CpG islands to stand out with positive values. However, this is somewhat
unsatisfactory if we believe that in fact CpG islands have sharp boundaries, and
are of variable length. Why use a window size of 100? A more satisfactory ap-
proach is to build a single model for the entire sequence that incorporates both
Markov chains.

To simulate in one model the ‘islands’ in a ‘sea’ of non-island genomic se-
quence, we want to have both the Markov chains of the last section present in the
same model, with a small probability of switching from one chain to the other
at each transition point. However, this introduces the complication that we now
have two states corresponding to each nucleotide symbol. We resolve this by re-
labelling the states. We now have A+, C+, G+ and T+ which emit A, C, G and T
respectively in CpG island regions, and A−, C−, G− and T− correspondingly in
non-island regions; see Figure 3.3.

CpGother



CpG Islands: Hidden Markov Model (HMM)

§ Problem: 
– Given a long sequence, how do we find CpG islands in it?

§ We want to have both the Markov chains of the last example present in the same 
model, with a small probability of switching from one chain to the other at each 
transition point. 
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An HMM for CpG islands. In addition to the transitions 
shown, there is also a complete set of transitions within 
each set, as in the earlier simple Markov chains. 

emit A, C, G and T in 
CpG island regions 

emit A, C, G and T in 
non-island regions 

there is not a one-to-one 
correspondence between 
the states and the symbols 



Formal Definition of an HMM
§ A Markov process in which the probability of an outcome depends on a (hidden) random 

variable (state). 

§ Only emitted symbols are observable by the system but not the underlying random walk 
between states -> “hidden”

§ Memory-less: Emissions and transitions are dependent on the current state only and not on 
the past

This document is a sample document to test font families and font typefaces.

Input:

• S = {s1, s2, . . . , st}, set of sequences

• k, length of motif

• N , number of iterations

• S = {s1, s2, . . . , st}, k, N

1. Randomly select k-mers in each sequence to form Motifs = {Motif1, . . . ,Motift}

For each k-mer in sremoved, calculate P (k-mer|Profile) p1, p2, ..., pn�k+1, n: length of each sequence

• Column 1: f1,A = 0
5 = 0, f1,G = 5

5 = 1, ...

• Column 2: f2,A = 0
5 = 0, f2,H = 5

5 = 1, ...

• . . .

• Column 15: f15,A = 2
5 = 0.4, f15,C = 1

5 = 0.2, ...

Score Associated with row a and column u will be

x = AATCGTGT is a DNA sequence of length L = 8
xi is the ith symbol in x

By applying P (A,B) = P (A|B)P (B) many times

Define HMM as a 4-tuple (⌃, Q,A,E), where:

• ⌃ is an alphabet (finite set) of symbols (outcomes), |⌃|=B

• Q is a finite set of states (hidden), each of which emits symbols, |Q|=K

• A=(akl) is the transition probability matrix, where akl denotes the probability of moving from

state k to state l

• E=(ek(b)) is the emission probability matrix, where ek(b) denotes the probability of emitting

symbol b from state k

1



HMM: Formal Definition (contd.)

This document is a sample document to test font families and font typefaces.

Input:

• S = {s1, s2, . . . , st}, set of sequences

• k, length of motif

• N , number of iterations

• S = {s1, s2, . . . , st}, k, N

1. Randomly select k-mers in each sequence to form Motifs = {Motif1, . . . ,Motift}

For each k-mer in sremoved, calculate P (k-mer|Profile) p1, p2, ..., pn�k+1, n: length of each sequence

• Column 1: f1,A = 0
5 = 0, f1,G = 5

5 = 1, ...

• Column 2: f2,A = 0
5 = 0, f2,H = 5

5 = 1, ...

• . . .

• Column 15: f15,A = 2
5 = 0.4, f15,C = 1

5 = 0.2, ...

Score Associated with row a and column u will be

x = AATCGTGT is a DNA sequence of length L = 8
xi is the ith symbol in x

By applying P (A,B) = P (A|B)P (B) many times

Define HMM as a 4-tuple (⌃, Q,A,E), where:

• ⌃ is an alphabet (finite set) of symbols (outcomes), |⌃|=B

• Q is a finite set of states (hidden), each of which emits symbols, |Q|=K

• A=(akl) is the transition probability matrix, where akl denotes the probability of moving from

state k to state l

• E=(ek(b)) is the emission probability matrix, where ek(b) denotes the probability of emitting

symbol b from state k

⌅ The sequence of states is different from the sequence of symbols.

⌅ For a symbol sequence x of length L, denote the corresponding state sequence as the path, ⇡.

The ith state in the path is called ⇡i

1

HMM: A parse of a sequence 
Given a sequence x = x1……xL, and a HMM with K states, 
A parse of x is a sequence of states π = π1, ……, πL 
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54 3 Markov chains and hidden Markov models

The transition probabilities in this model are set so that within each group they
are close to the transition probabilities of the original component model, but there
is also a small but finite chance of switching into the other component. Overall
there is more chance of switching from ‘+’ to ‘−’ than vice versa, so if left to
run free, the model will spend more of its time in the ‘−’ non-island states than
in the island states.

The relabelling is the critical step. The essential difference between a Markov
chain and a hidden Markov model is that for a hidden Markov model there is not
a one-to-one correspondence between the states and the symbols. It is no longer
possible to tell what state the model was in when xi was generated just by looking
at xi . In our example there is no way to tell by looking at a single symbol C in
isolation whether it was emitted by state C+ or state C−

Formal definition of an HMM

Let us formalise the notation for hidden Markov models, and derive the probabil-
ity of a particular sequence of states and symbols. We now need to distinguish the
sequence of states from the sequence of symbols. Let us call the state sequence
the path, π . The path itself follows a simple Markov chain, so the probability of
a state depends only on the previous state. The i th state in the path is called πi .
The chain is characterised by parameters

akl = P(πi = l|πi−1 = k). (3.4)

To model the beginning of the process we introduce a begin state, as was intro-
duced earlier to model the beginning of sequences in Markov chains (Figure 3.1).
The transition probability a0k from this begin state to state k can be thought of as
the probability of starting in state k. It is also possible to model ends as before
by always ending a state sequence with a transition into an end state. For conve-
nience we label both begin and end states as 0 (there is no conflict here because
you can only transit out of the begin state, and only into the end state, so variables
are not used more than once).

Because we have decoupled the symbols b from the states k, we must introduce
a new set of parameters for the model, ek(b). For our CpG model each state is
associated with a single symbol, but this is not a requirement; in general a state
can produce a symbol from a distribution over all possible symbols. We therefore
define

ek(b) = P(xi = b|πi = k), (3.5)

the probability that symbol b is seen when in state k. These are known as the
emission probabilities.

For our CpG island model the emission probabilities are all 0 or 1. To illustrate
emission probabilities we reintroduce here the casino example from Chapter 1.
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To model the beginning of the process we introduce a begin state, as was intro-
duced earlier to model the beginning of sequences in Markov chains (Figure 3.1).
The transition probability a0k from this begin state to state k can be thought of as
the probability of starting in state k. It is also possible to model ends as before
by always ending a state sequence with a transition into an end state. For conve-
nience we label both begin and end states as 0 (there is no conflict here because
you can only transit out of the begin state, and only into the end state, so variables
are not used more than once).

Because we have decoupled the symbols b from the states k, we must introduce
a new set of parameters for the model, ek(b). For our CpG model each state is
associated with a single symbol, but this is not a requirement; in general a state
can produce a symbol from a distribution over all possible symbols. We therefore
define

ek(b) = P(xi = b|πi = k), (3.5)

the probability that symbol b is seen when in state k. These are known as the
emission probabilities.

For our CpG island model the emission probabilities are all 0 or 1. To illustrate
emission probabilities we reintroduce here the casino example from Chapter 1.

Transition prob. Emission prob.



Example: the dishonest casino 

3.2 Hidden Markov models 55

Example: The occasionally dishonest casino, part 1

Let us consider an example from Chapter 1. In a casino they use a fair die most of
the time, but occasionally they switch to a loaded die. The loaded die has prob-
ability 0.5 of a six and probability 0.1 for the numbers one to five. Assume that
the casino switches from a fair to a loaded die with probability 0.05 before each
roll, and that the probability of switching back is 0.1. Then the switch between
dice is a Markov process. In each state of the Markov process the outcomes of a
roll have different probabilities, and thus the whole processs is an example of a
hidden Markov model. We can draw it like this:

Fair

1:   1/6
2:   1/6
3:   1/6
4:   1/6
5:   1/6
6:   1/6

Loaded

1: 1/10
2: 1/10
3: 1/10
4: 1/10
5: 1/10
6:   1/2

0.95 0.9

0.05

0.1

where the emission probabilities e() are shown in the state boxes.

What is hidden in the above model? If you can just see a sequence of rolls (the
sequence of observations) you do not know which rolls used a loaded die and
which used a fair one, because that is kept secret by the casino; that is, the state
sequence is hidden. In a Markov chain you always know exactly in which state a
given observation belongs. Obviously the casino wouldn’t tell you that they use
loaded dice and what the various probabilities are. Yet for this more complicated
situation, which we will return to later, it is possible to estimate the probabilities
in the above HMM (once you have a suspicion that they use two different dice).

The reason for the name emission probabilities is that it is often convenient
to think of HMMs as generative models, that generate or emit sequences. For
instance we can generate random sequences of rolls from the model of the fair/-
loaded dice above by simulating the successive choices of die, then rolls of the
chosen die. More generally a sequence can be generated from an HMM as fol-
lows: First a state π1 is chosen according to the probabilities a0i . In that state an
observation is emitted according to the distribution eπ1 for that state. Then a new
state π2 is chosen according to the transition probabilities aπ1i and so forth. This
way a sequence of random, artificial observations are generated. Therefore, we
will sometimes say things like P(x) is the probability that x was generated by
the model.

It is now easy to write down the joint probability of an observed sequence x
and a state sequence π :

P(x ,π ) = a0π1

L!

i=1

eπi (xi )aπi πi+1 , (3.6)

This document is a sample document to test font families and font typefaces.

Input:

• S = {s1, s2, . . . , st}, set of sequences

• k, length of motif

• N , number of iterations

• S = {s1, s2, . . . , st}, k, N

1. Randomly select k-mers in each sequence to form Motifs = {Motif1, . . . ,Motift}

For each k-mer in sremoved, calculate P (k-mer|Profile) p1, p2, ..., pn�k+1, n: length of each sequence

• Column 1: f1,A = 0
5 = 0, f1,G = 5

5 = 1, ...

• Column 2: f2,A = 0
5 = 0, f2,H = 5

5 = 1, ...

• . . .

• Column 15: f15,A = 2
5 = 0.4, f15,C = 1

5 = 0.2, ...

Score Associated with row a and column u will be

x = AATCGTGT is a DNA sequence of length L = 8
xi is the ith symbol in x

By applying P (A,B) = P (A|B)P (B) many times

Define HMM as a 4-tuple (⌃, Q,A,E), where:

• ⌃ is an alphabet (finite set) of symbols (outcomes), |⌃|=B

• Q is a finite set of states (hidden), each of which emits symbols, |Q|=K

• A=(akl) is the transition probability matrix, where akl denotes the probability of moving from

state k to state l

• E=(ek(b)) is the emission probability matrix, where ek(b) denotes the probability of emitting

symbol b from state k

⌅ The sequence of states is different from the sequence of symbols.

⌅ For a symbol sequence x of length L, denote the corresponding state sequence as the path, ⇡.

The ith state in the path is called ⇡i

• ⌃ = {1, 2, 3, 4, 5, 6}

• Q = {F,L}

• A : aFF = 0.95, aLL = 0.9
aFL = 0.05, aLF = 0.1

• E : eF (b) = 1/6 (8 b 2 ⌃)
eL(6) = 1/2
eL(b) = 1/10 (if b 6= 6)

1



The Algorithmic Settings for HMMs 
Scoring Decoding Learning

Scoring 𝒙, one path 𝝅

𝑷 𝒙,𝝅 = 𝑷 𝒙 𝝅 𝑷(𝝅)

Prob of a path, emissions
Joint probability

Scoring 𝒙, all paths

𝑷 𝒙 =)
𝝅

𝑷(𝒙, 𝝅)

Prob of emissions
Over all paths

Viterbi Decoding
Find path 𝝅∗, with highest score

𝝅∗ = 𝒂𝒓𝒈𝒎𝒂𝒙𝝅 𝑷 𝒙, 𝝅

Most likely path generating a sequence

Posterior Decoding
Find path of states 𝝅^

𝝅^ = 𝝅𝒊 𝝅𝒊 = 𝒂𝒓𝒈𝒎𝒂𝒙𝒌)
𝝅
𝑷(𝝅𝒊= 𝒌|𝒙)}

Path containing the most likely state at 
any time point. 

Supervised learning, given 𝝅
𝚲∗ = 𝒂𝒓𝒈𝒎𝒂𝒙𝚲 𝑷 𝒙, 𝝅 | 𝚲

Unsupervised learning
𝚲∗ = 𝒂𝒓𝒈𝒎𝒂𝒙𝚲 𝒎𝒂𝒙𝝅𝑷 𝒙, 𝝅 | 𝚲

Viterbi training, best path

Unsupervised learning

𝚲∗ = 𝒂𝒓𝒈𝒎𝒂𝒙𝚲 ∑𝝅𝑷 𝒙, 𝝅 | 𝚲

Baum-Welch training, over all paths
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HMM: Scoring over a single path

§ Input: A sequence of observations 𝑥 = 𝑥6𝑥7…𝑥8 generated by an HMM 
𝑀(Σ, 𝑄, 𝐴, 𝐸) and a path of states 𝜋 = 𝜋6𝜋7…𝜋8

§ Output: Joint probability, 𝑃(𝑥, 𝜋) of observing 𝑥 if the hidden state 
sequence is 𝜋

𝑃 𝑥, 𝜋 = 𝑃 𝑥 𝜋 𝑃 𝜋 = 𝑎=>?@
AB6

8

𝑒>D(𝑥A)𝑎>D>DE?



HMM: Scoring over a single path

§ A simple example: Finding GC-rich region

6.047/6.878 Lecture 06: Hidden Markov Models I

either region will emit each nucleotide at some probability. We can learn these initial state probabilities
based in steady state probabilities. By looking at a sequence, we want to identify which regions originate
from a background distribution (B) and which regions are from a promoter model (P).

Figure 7.10: HMMS as a generative model for finding GC-rich regions.

We are given the transition and emission probabilities based on relevant abundance and average length
of regions where x = vector of observable emissions consisting of symbols from the alphabet {A,T,G,C};
⇡ = vector of states in a path (e.g. BPPBP); ⇡⇤ = maximum likelihood of generating that path. In our
interpretation of sequence, the max likelihood path will be found by incorporating all emission and transition
probabilities by dynamic programming.

HMMs are generative models, in that an HMM gives the probability of emission given a state (using
Bayes’ Rule), essentially telling you how likely the state is to generate those sequences. So we can always
run a generative model for transitions between states and start anywhere. In Markov Chains, the next state
will give di↵erent outcomes with di↵erent probabilities. No matter which state is next, at the next state, the
next symbol will still come out with di↵erent probabilities. HMMs are similar: You can pick an initial state
based on the initial probability vector. In the example above, we will start in state B with high probability
since most locations do not correspond to promoter regions. You then draw an emission from the P (X|B).
Each nucleotide occurs with probability 0.25 in the background state. Say the sampled nucleotide is a G.
The distribution of subsequent states depends only on the fact that we are in the background state and
is independent of this emission. So we have that the probability of remaining in state B is 0.85 and the
probability of transitioning to state P is 0.15, and so on.

We can compute the probability of one such generation by multiplying the probabilities that the model
makes exactly the choices we assumed. Consider the examples shown in Figures 7.11, 7.12, and 7.13.

Figure 7.11: Probability of seq, path if all promoter
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Figure 7.12: Probability of seq, path if all background

Figure 7.13: Probability of seq, path sequence if mixed

We can calculate the joint probability of a particular sequence of states corresponding to the observed
emissions as we did in the Casino examples:

P (x,⇡P ) = aP ⇥ eP (G)⇥ aPP ⇥ eP (G)⇥ · · ·
= aP ⇥ (0.75)7 ⇥ (0.15)3 ⇥ (0.13)⇥ (0.3)2 ⇥ (0.42)2

= 9.3⇥ 10�7

P (x,⇡B) = (0.85)7 ⇥ (0.25)8

= 4.9⇥ 10�6

P (x,⇡mixed) = (0.85)3 ⇥ (0.25)6 ⇥ (0.75)2 ⇥ (0.42)2 ⇥ 0.3⇥ 0.15

= 6.7⇥ 10�7

The pure-background alternative is the most likely option of the possibilities we have examined. But
how do we know whether it is the option most likely out of all possibile paths of states to have generated
the observed sequence?

The brute force approach is to examine at all paths, trying all possibilities and calculating their joint

138
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Decoding Problem: Most Probable State Path 

§ Problem: Find an optimal hidden path in an HMM given a string of its emitted 
symbols. 

§ Input: A sequence of observations 𝑥 = 𝑥6𝑥7 …𝑥8 generated by an HMM 
𝑀(Σ, 𝑄, 𝐴, 𝐸)

§ Output: A path 𝜋∗ that maximizes the Joint probability, 𝑃(𝑥, 𝜋) over all possible 
paths through this HMM

𝜋∗ = 𝑎𝑟𝑔𝑚𝑎𝑥> 𝑃(𝑥, 𝜋)
§ The most probable path 𝜋∗ can be found recursively 

§ This algorithm is called Viterbi algorithm
– Dynamic programming algorithm
– The most probable path is also called Viterbi path



Viterbi Algorithm

§ 𝑣M(𝑖) is the known probability of the most likely path ending at position (or time 
instance) 𝑖 in state 𝑘 for each state 𝑘

§ These probabilities can be calculated for observation 𝑥AP6 at time 𝑖 + 1 by 

𝑣S 𝑖 + 1 = 𝑒S 𝑥AP6 maxM (𝑣M 𝑖 𝑎MS)

§ The new maximum score path for each state depends on 
– The maximum score of the previous states 
– The transition probability
– The emission probability. 

§ The new maximum score for a state at time 𝑖 is the one that maximizes the 
transition of all possible previous states to that particular state

§ All sequences have to start in state 0 (the begin state), so the initial condition is 
that 𝑣=(0) = 1

For state 𝑙 l 2 {0, 1, . . . ,K}
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Viterbi Algorithm (contd.)

§ Algorithm: Viterbi

§ algorithm should always be done in log space, i.e. calculating log(𝑣S(𝑖)) to
avoid underflow

3.2 Hidden Markov models 57

v C G C G

B 1 0 0 0 0
A+ 0 0 0 0 0
C+ 0 0.13 0 0.012 0
G+ 0 0 0.034 0 0.0032
T+ 0 0 0 0 0
A− 0 0 0 0 0
C− 0 0.13 0 0.0026 0
G− 0 0 0.010 0 0.00021
T− 0 0 0 0 0

Figure 3.4 For the model of CpG islands shown in Figure 3.3 and the se-
quence CGCG, this is the resulting table of v. The most probable path is
shown with bold face.

All sequences have to start in state 0 (the begin state), so the initial condition is
that v0(0) = 1. By keeping pointers backwards, the actual state sequence can be
found by backtracking. The full algorithm is:

Algorithm: Viterbi

Initialisation (i = 0): v0(0) = 1, vk(0) = 0 for k > 0.

Recursion (i = 1 . . . L): vl(i) = el(xi )max k(vk(i −1)akl);
ptri (l) = argmax k(vk(i −1)akl).

Termination: P(x ,π∗) = max k(vk(L)ak0);
π∗

L = argmax k(vk(L)ak0).

Traceback (i = L . . .1): π∗
i−1 = ptri (π

∗
i ). ✁

Note that an end state is assumed, which is the reason for ak0 in the termination
step. If ends are not modelled, this a will disappear.

There are some implementational issues both for the Viterbi algorithm and the
algorithms described later. The most severe practical problem is that multiply-
ing many probabilities always yields very small numbers that will give underflow
errors on any computer. For this reason the Viterbi algorithm should always be
done in log space, i.e. calculating log(vl(i)), which will make the products be-
come sums and the numbers stay reasonable. This is discussed in Section 3.6.

Figure 3.4 shows the full table of values of v for the sequence CGCG and the
CpG island model. When we apply the same algorithm to a longer sequence the
derived optimal path π∗ will switch between the ‘+’ and the ‘−’ components of
the model, and thereby give the precise boundaries of the predicted CpG island
regions.

Example: The occasionally dishonest casino, part 2

For a sequence of dice rolls we can now find the most probable path through
the model shown on p. 55. A total of 300 random rolls were generated from the

3.2 Hidden Markov models 57

v C G C G

B 1 0 0 0 0
A+ 0 0 0 0 0
C+ 0 0.13 0 0.012 0
G+ 0 0 0.034 0 0.0032
T+ 0 0 0 0 0
A− 0 0 0 0 0
C− 0 0.13 0 0.0026 0
G− 0 0 0.010 0 0.00021
T− 0 0 0 0 0

Figure 3.4 For the model of CpG islands shown in Figure 3.3 and the se-
quence CGCG, this is the resulting table of v. The most probable path is
shown with bold face.

All sequences have to start in state 0 (the begin state), so the initial condition is
that v0(0) = 1. By keeping pointers backwards, the actual state sequence can be
found by backtracking. The full algorithm is:

Algorithm: Viterbi

Initialisation (i = 0): v0(0) = 1, vk(0) = 0 for k > 0.

Recursion (i = 1 . . . L): vl(i) = el(xi )max k(vk(i −1)akl);
ptri (l) = argmax k(vk(i −1)akl).

Termination: P(x ,π∗) = max k(vk(L)ak0);
π∗

L = argmax k(vk(L)ak0).

Traceback (i = L . . .1): π∗
i−1 = ptri (π

∗
i ). ✁

Note that an end state is assumed, which is the reason for ak0 in the termination
step. If ends are not modelled, this a will disappear.

There are some implementational issues both for the Viterbi algorithm and the
algorithms described later. The most severe practical problem is that multiply-
ing many probabilities always yields very small numbers that will give underflow
errors on any computer. For this reason the Viterbi algorithm should always be
done in log space, i.e. calculating log(vl(i)), which will make the products be-
come sums and the numbers stay reasonable. This is discussed in Section 3.6.

Figure 3.4 shows the full table of values of v for the sequence CGCG and the
CpG island model. When we apply the same algorithm to a longer sequence the
derived optimal path π∗ will switch between the ‘+’ and the ‘−’ components of
the model, and thereby give the precise boundaries of the predicted CpG island
regions.

Example: The occasionally dishonest casino, part 2

For a sequence of dice rolls we can now find the most probable path through
the model shown on p. 55. A total of 300 random rolls were generated from the

3.2 Hidden Markov models 57

v C G C G

B 1 0 0 0 0
A+ 0 0 0 0 0
C+ 0 0.13 0 0.012 0
G+ 0 0 0.034 0 0.0032
T+ 0 0 0 0 0
A− 0 0 0 0 0
C− 0 0.13 0 0.0026 0
G− 0 0 0.010 0 0.00021
T− 0 0 0 0 0

Figure 3.4 For the model of CpG islands shown in Figure 3.3 and the se-
quence CGCG, this is the resulting table of v. The most probable path is
shown with bold face.

All sequences have to start in state 0 (the begin state), so the initial condition is
that v0(0) = 1. By keeping pointers backwards, the actual state sequence can be
found by backtracking. The full algorithm is:

Algorithm: Viterbi

Initialisation (i = 0): v0(0) = 1, vk(0) = 0 for k > 0.

Recursion (i = 1 . . . L): vl(i) = el(xi )max k(vk(i −1)akl);
ptri (l) = argmax k(vk(i −1)akl).

Termination: P(x ,π∗) = max k(vk(L)ak0);
π∗

L = argmax k(vk(L)ak0).

Traceback (i = L . . .1): π∗
i−1 = ptri (π

∗
i ). ✁

Note that an end state is assumed, which is the reason for ak0 in the termination
step. If ends are not modelled, this a will disappear.

There are some implementational issues both for the Viterbi algorithm and the
algorithms described later. The most severe practical problem is that multiply-
ing many probabilities always yields very small numbers that will give underflow
errors on any computer. For this reason the Viterbi algorithm should always be
done in log space, i.e. calculating log(vl(i)), which will make the products be-
come sums and the numbers stay reasonable. This is discussed in Section 3.6.

Figure 3.4 shows the full table of values of v for the sequence CGCG and the
CpG island model. When we apply the same algorithm to a longer sequence the
derived optimal path π∗ will switch between the ‘+’ and the ‘−’ components of
the model, and thereby give the precise boundaries of the predicted CpG island
regions.

Example: The occasionally dishonest casino, part 2

For a sequence of dice rolls we can now find the most probable path through
the model shown on p. 55. A total of 300 random rolls were generated from the

3.2 Hidden Markov models 57

v C G C G

B 1 0 0 0 0
A+ 0 0 0 0 0
C+ 0 0.13 0 0.012 0
G+ 0 0 0.034 0 0.0032
T+ 0 0 0 0 0
A− 0 0 0 0 0
C− 0 0.13 0 0.0026 0
G− 0 0 0.010 0 0.00021
T− 0 0 0 0 0

Figure 3.4 For the model of CpG islands shown in Figure 3.3 and the se-
quence CGCG, this is the resulting table of v. The most probable path is
shown with bold face.

All sequences have to start in state 0 (the begin state), so the initial condition is
that v0(0) = 1. By keeping pointers backwards, the actual state sequence can be
found by backtracking. The full algorithm is:

Algorithm: Viterbi

Initialisation (i = 0): v0(0) = 1, vk(0) = 0 for k > 0.

Recursion (i = 1 . . . L): vl(i) = el(xi )max k(vk(i −1)akl);
ptri (l) = argmax k(vk(i −1)akl).

Termination: P(x ,π∗) = max k(vk(L)ak0);
π∗

L = argmax k(vk(L)ak0).

Traceback (i = L . . .1): π∗
i−1 = ptri (π

∗
i ). ✁

Note that an end state is assumed, which is the reason for ak0 in the termination
step. If ends are not modelled, this a will disappear.

There are some implementational issues both for the Viterbi algorithm and the
algorithms described later. The most severe practical problem is that multiply-
ing many probabilities always yields very small numbers that will give underflow
errors on any computer. For this reason the Viterbi algorithm should always be
done in log space, i.e. calculating log(vl(i)), which will make the products be-
come sums and the numbers stay reasonable. This is discussed in Section 3.6.

Figure 3.4 shows the full table of values of v for the sequence CGCG and the
CpG island model. When we apply the same algorithm to a longer sequence the
derived optimal path π∗ will switch between the ‘+’ and the ‘−’ components of
the model, and thereby give the precise boundaries of the predicted CpG island
regions.

Example: The occasionally dishonest casino, part 2

For a sequence of dice rolls we can now find the most probable path through
the model shown on p. 55. A total of 300 random rolls were generated from the



Viterbi Algorithm

𝒗𝒍(𝒊)

𝑥6 𝑥7 𝑥X 𝑥8………..………..………..………..………..……….

States 0
1

2

K
Observed
Sequence

1
0
0
0
0
0
0

Initialization Recursion
𝒗𝟎(𝑳)

𝒗𝟏(𝑳)

.

.

.

.
𝒗𝑲(𝑳)

Termination



Viterbi Algorithm: CpG islands3.2 Hidden Markov models 57

v C G C G

B 1 0 0 0 0
A+ 0 0 0 0 0
C+ 0 0.13 0 0.012 0
G+ 0 0 0.034 0 0.0032
T+ 0 0 0 0 0
A− 0 0 0 0 0
C− 0 0.13 0 0.0026 0
G− 0 0 0.010 0 0.00021
T− 0 0 0 0 0

Figure 3.4 For the model of CpG islands shown in Figure 3.3 and the se-
quence CGCG, this is the resulting table of v. The most probable path is
shown with bold face.

All sequences have to start in state 0 (the begin state), so the initial condition is
that v0(0) = 1. By keeping pointers backwards, the actual state sequence can be
found by backtracking. The full algorithm is:

Algorithm: Viterbi

Initialisation (i = 0): v0(0) = 1, vk(0) = 0 for k > 0.

Recursion (i = 1 . . . L): vl(i) = el(xi )max k(vk(i −1)akl);
ptri (l) = argmax k(vk(i −1)akl).

Termination: P(x ,π∗) = max k(vk(L)ak0);
π∗

L = argmax k(vk(L)ak0).

Traceback (i = L . . .1): π∗
i−1 = ptri (π

∗
i ). ✁

Note that an end state is assumed, which is the reason for ak0 in the termination
step. If ends are not modelled, this a will disappear.

There are some implementational issues both for the Viterbi algorithm and the
algorithms described later. The most severe practical problem is that multiply-
ing many probabilities always yields very small numbers that will give underflow
errors on any computer. For this reason the Viterbi algorithm should always be
done in log space, i.e. calculating log(vl(i)), which will make the products be-
come sums and the numbers stay reasonable. This is discussed in Section 3.6.

Figure 3.4 shows the full table of values of v for the sequence CGCG and the
CpG island model. When we apply the same algorithm to a longer sequence the
derived optimal path π∗ will switch between the ‘+’ and the ‘−’ components of
the model, and thereby give the precise boundaries of the predicted CpG island
regions.

Example: The occasionally dishonest casino, part 2

For a sequence of dice rolls we can now find the most probable path through
the model shown on p. 55. A total of 300 random rolls were generated from the

For the model of CpG islands and the sequence
CGCG, this is the resulting Viterbi table. The most
probable path is shown with bold face.
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Figure 3.2 The histogram of the length-normalised scores for all the se-
quences. CpG islands are shown with dark grey and non-CpG with light
grey.
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Figure 3.3 An HMM for CpG islands. In addition to the transitions shown,
there is also a complete set of transitions within each set, as in the earlier
simple Markov chains.

expect CpG islands to stand out with positive values. However, this is somewhat
unsatisfactory if we believe that in fact CpG islands have sharp boundaries, and
are of variable length. Why use a window size of 100? A more satisfactory ap-
proach is to build a single model for the entire sequence that incorporates both
Markov chains.

To simulate in one model the ‘islands’ in a ‘sea’ of non-island genomic se-
quence, we want to have both the Markov chains of the last section present in the
same model, with a small probability of switching from one chain to the other
at each transition point. However, this introduces the complication that we now
have two states corresponding to each nucleotide symbol. We resolve this by re-
labelling the states. We now have A+, C+, G+ and T+ which emit A, C, G and T
respectively in CpG island regions, and A−, C−, G− and T− correspondingly in
non-island regions; see Figure 3.3.


